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Abstract
Prediction models are of increasing importance in our society. Based on
historical observations, one wants to design a model based on these
observations to predict future behavior. The aim of this paper is to show
that we can produce good prediction models by the use of Heuristic
Search guided Column Generation in a Goal Programming framework.

Statistic Norway (SSB) have designed a model to predict personal
consumption in Norway on a quarterly basis, based on quarterly
measurements of income, interest rates, accumulated capital, etc.  This
model has several weaknesses.

We formulate our prediction model as a Goal Programming problem,
where the aim is to minimize the deviation between the predicted and the
observed data. The model starts off with the original observations as
columns in a mathematical model, and is then refined by adding new
columns that are combinations of the original ones. At later stages (bad)
columns are thrown out to make room for (good) new ones, guided by
the Tabu Search metaheuristic.

We end up with a new model, whose predictive power is then compared
against the model from SSB and other models on the same test case. Our
model is generated on the basis of real world test data we have obtained
from SSB, and is also tested against these real world observations.

1. Introduction
Prediction models are of increasing importance in our society. Based on historical
observations, one wants to design a model based on these observations to predict
future behavior. Several methods of creating prediction models have been tried.
Historically statistical methods have been used, and in recent years artificial neural nets
(ANN) have had great success as predictor systems (see Peterson and Søderberg,
1993). One problem is that for the statistically based methods one needs to develop a
model a priori, i.e. one has to find out how the different observational parameters
interact. The problem for the ANN’s is in a way the opposite, in that it has no visible
model. This means that users of the system might have difficulties in accepting the
predictions as they don’t know how the input observations are combined to yield the
results.



The aim of this paper is to exploit a different approach, to see if one can automate the
model building by using heuristic search to guide column generation and deletion in a
goal-programming framework. The input to the model generator will be the same real
world data as for the other methods, but in contrast to the ANN, we will end up with
an explicit model (represented by the weights in the constraint matrix, see below). Our
method is highly general, and can easily be applied to other prediction problems.

To test our methods, we are using real world test data from Statistics Norway, (SSB),
for the prediction of personal consumption in Norway. We will compare our method to
the classical method used by SSB, and also to Karlsen (1996), who used an approach
based on Genetic Algorithms (see Goldberg 1989), on the same test case.

The layout of the paper is as follows. After this introduction, the SSB model is
outlined in Section 2. Section 3 contains the goal programming formulation, and
Section 4 outlines the heuristic search used in generating the prediction model. In
Section 5 we go through the preliminary testing and parameter tuning required for
getting the computational results presented in Section 6. The conclusions are in
Section 7.

2. The SSB-model
Norwegian Statistics (SSB) have developed a model to predict private consumption in
Norway, based on quarterly observations of income, interest rates, accumulated
capital, etc. This gives an equation with 16 variables, containing additive, multiplicative
and other non-linear combinations of the variables.  The equation looks like this:

We can see that the equation is of the form:
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where the index t indicates which period the data comes from.  We will not go into the
details of the different variables, but we can see that the x’s are combinations of other
variables, which can be further combinations of the measured values.  The whole
model is very complex as each of the x-variables is expected to have influence on the
private consumption in different degrees. (See Det Norske Nasjonalregnskapet 1985,
for details of their prediction model).

The coefficients ci (or weights of the variables) are calculated using the least squares
method, but the resulting predictions are not accurate enough.  Because of a great
difference in variance, some of the data will have greater influence on the model and
because of this the least squares method has problems finding the correct predictions.
Several other methods to find the coefficients have been tried without improving the
result.  SSB have therefore an interest in finding alternative forms for predictions.

SSB has provided us with a complete data set of the measured financial values required
by their model quarterly from 1966 to 1992. These observations also contains
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indicators marking seasonal variations, and important financial transitions, such as the
introductions of VAT, free formation of the interest rate levels, and the quarterly
national budget. We base our prediction model on the same set of observations.

In our tests we use part of the data as input to the model generation (similar to training
sets for ANN's), and the rest of the data as a control of the quality of the predicted
values. We will also compare our predictions with those of the classical model used by
SSB and the GA model by Karlsen.

3. Goal programming formulation
We can formulate the model generation as a Goal Programming problem (see
Schniederjans, 1994), where the aim is to minimize the deviation between the predicted
and observed data. Each row in the constraint set corresponds to one period of
observations, with extra columns added to represent the positive and negative
deviations.

The problem might be formulated like this:
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x Vector of variable coefficients.

A Matrix ( ..... )a aij11 , containing the measured input data.

b Vector of observations (that the model should match)

n Number of variables

m Number of periods (or observations)

This basic problem is easily solved by standard LP-solvers. We chose Xpress-MP
because it has a well-developed call interface, with the necessary functions for
changing the problem to reflect the current model (see Dash Associates, 1997). It also
gives access to relevant problem and solution data, that we use in guiding our search
for a better model. The rest of the model generator is implemented in C++, using a
class library specifically designed for heuristic search (see Woodruff 1993).



4. Model generation
The mathematical model described above describes the basic prediction model. We
refine it by adding and/or deleting columns based on the original column set. These
columns are chosen so as to reduce the sum of deviations, z, thus making the model fit
the observations more accurately. The new columns are generated on the basis of the
original column set, where the nature of combinations can be linear or non-linear. The
possible number of such combinations is potentially enormous, so our system will only
try out a predefined set of such combinations. (This set can be guided by empirical
knowledge of the underlying problem, and the use of such knowledge is in general of
high importance in problem solving).

Our model will be a modification of the Goal Programming formulation and looks like
this:
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Where:

x ' Vector of variable coefficients.

A ' Matrix ( ..... )' 'a aij11 , made as combinations of the columns of the        

A-matrix.

l Maximum number of generated columns

We can only add a predefined maximum number of columns to our model. When this
limit is reached we remove and add columns in an oscillating manner, at all times
selecting among the locally best. To control the search we apply ideas from the Tabu
Search (TS) metaheuristic (see Glover and Laguna, 1997), which in its simplest form
contain mechanisms primarily designed to avoid being stuck in local minima. In TS
selected attributes of a move chosen for execution will be declared tabu. A subsequent
new move containing tabu attributes will be deemed tabu, and will not be executed if
not overridden by some aspiration criterion. The duration of the tabu status, called
tabu tenure, decides the number of iterations the attributes will be tabu, before they
can be used freely in moves again. The tabu tenure is often handled by a tabu list. The
effect of the tabu mechanism is to force the search away from where it has recently
been, thus escaping some local minima.

Our heuristic search procedure has two different tabu criteria, applied respectively
when adding and deleting columns. The tabu attributes for adding columns will be
defined either as one of the original columns or as one exact combination of columns.
This means that if the search has created a new column as the sum of two columns, in
the next move it will be forbidden to create another column as the difference between
the same two columns.  We have to wait until the tabu tenure of the columns or the
combination has expired before they can be used in a move again. The search
neighborhood when adding columns will be defined as a combination of two original



columns. The implemented arithmetic operations are '+', '-', '*' and '/'
between the two selected columns, as well as using the same basic operations after
taking the natural logarithm of each column. Finally we might just take the natural
logarithm of one selected column. This arithmetic operation to use when combining the
columns will be chosen at random, and all the combinations of columns will be
evaluated to find the best one that is not tabu. When deleting columns, we will have a
separate tabu list of the last added columns. This is to ensure that when a column is
added, it won’t be deleted while its tabu tenure lasts. The column to be deleted will be
chosen randomly among those not defined as tabu. In this way we may have to accept
solutions of a poorer quality from one move to another, but we are able to escape local
optima. The best solution found during the search is saved, and constitutes our
generated prediction model.

This local search ends either when the local search has run for a predetermined number
of iterations, or until a certain level of solution quality has been reached. The best
solution found during the search represents our new (improved) model. This model can
then be tested against the original test data set defined below.

5. Tuning of the prediction model
The approach by Karlsen (1996) was based on trying to find better coefficients for the
SSB-model. Our approach is somewhat different, in that we are interested in
generating a completely new model not necessarily combining the measured
observations in the same way. We thus use the measured financial values directly, and
do not create the variables SSB use.  E.g. we use the measured values for income and
debt directly without adjusting for Consumer Price Index and interest (see Det Norske
Nasjonalregnskapet 1985). All the observed parameters will be present independently
in our model, and combinations of these parameters will be generated and added to our
model as appropriate. In this way we will not be forced to use the parameter
combinations of the SSB model, and we have thus an opportunity to find new
combinations that not is in the original. It is also an opportunity to control the quality
of our solution. The aim is to find combinations of parameters that will yield a high
quality prediction of the private consumption, giving results comparable in quality to
the SSB model. Our method is used without any specific knowledge of the underlying
socio-economic problem, and is thus quite general and should be applicable to related
prediction problems.

Scaling. The values of the observations vary greatly in size.  They can vary from the
interest rate, which seldom is over 0,05 each quarter, to fortune and debt that is given
in values over one million.  To secure that the biggest numbers not will dominate our
model totally, we have to scale the values.  We have chosen a simple scaling, by
dividing all observations by the value of the first observation. For our test data these
are the values in the first quarter of 1966. (These values will not be directly used in the
model, and can therefore be used as standard values. This is because the SSB model is
based on differences in private consumption, and our model thus starts at the second
quarter). The scaled data will be in the interval between 0 and 20, and we will focus on
the relative development in the data set instead of the absolute values. The indicator
variables will still have the values 0, 1 and -1.

Search parameters. When implementing a tabu search meta-heuristic to guide the
addition/deletion of generated columns, proper values for tabu tenure and search effort
has to be defined, as well as the selection of solution or move attributes for
determination of tabu status. Obvious choices for move attributes are the set of



columns that are the basis for the column that is added or deleted. The tabu tenure then
decides how long these supporting columns are tabu; i.e. how long they are not
available as a basis for column generation. The search effort is measured in number of
iterations of the search heuristic.

To tune the search parameters used in the column addition/deletion heuristic search
procedure, we used a subset of the available test data, namely the observed values for
the first 7 years, which gives 28 rows in the GP-model.  This was done to make it easy
for us to control the model, and to save time.  By using the complete data set we
would spend more time searching each iteration, and even though the complexity of
the program remains the same, this would more than double the time of the search.  At
this stage we found it most essential to find the correct search parameters to use, and
rather sacrifice some of the predictive accuracy of the generated model. The final tests
were run with the full data set.

We could also have added multiplicative weights to the d's in the objective function in
the model formulation. In the current model they are all one because of the uniform
scaling of the data, but other models might be envisioned where newer data will have a
greater influence than older. One might also have used more that 28 rows of data to
see how this would influence the quality of the solution.

Initial comparisons. To have an initial solution, and a basis for comparisons, we
chose to solve the GP-formulation directly in Xpress without generating extra
columns. This was compared with the corresponding solution of the SSB-model with
equal number of rows, to see how the model fitted into the basic data.  The coefficients
in the SSB-model will have a minor difference when we calculate them this way instead
of using the Least Squares Method, but this is of less importance at this stage. The
result of the comparison is showed in figure 1.

The SSB’s model has an average deviation of 26.0 %, while our temporary model has
69.9 %, which is much over twice as much.  This is not a surprising result, as each of
the variables in the SSB-model are presumed to have directly influence on private
consumption based on prior knowledge of the problem domain.  If we look at the
absolute values, the difference is even bigger, as most of the relative deviation in the
SSB-model comes from data with small absolute but quit big relative values. A more
thorough analysis of the solution also shows that in the SSB-model 14 of the 17
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Figure 1. Comparison of the SSB-model and basic data solved in Xpress.



columns corresponding to the model variables are basic columns.  The last 3 columns
are either identical to some of the others or equal to 0 because of our limited election
of data.  The reason for this is that the first 7 years of the data set are all before
introduction to the Norwegian society of free formation of the interest rate levels
(introduced in january 1985) and the quarterly national budget (introduced in january
1978).

By using the simple GP model (without any columns generated) data, only 3 out of the
18 columns in the basis are from the observed data. This indicates that each of the
variables in the SSB-model are quit proper for the problem, and that the original
observations used directly will not give a good solution. Our primary task will then be
to combine the columns in a way that will make them enter the basis, and thus
minimize the difference (d-values) in the GP-model.

Objective function penalty. As the SSB-model has 17 variables, we chose to use the
same number as the maximum number of extra columns in our search. In this way we
would have a fair comparison with the SSB solution. Please note that in the GP
problem formulation in Section 3, the only variables that contribute to the objective
function are the d's.

In a GP problem formulation, when we add more columns, this will reduce the
required values of the differences d when the columns are not a part of the basis. This
can be seen clearly in a GP-model with the same number of columns with an objective
function coefficient equal to 0 as the number of rows. In such a model the difference
will be 0 because each such column can be in the basis, and all the columns
contributing to the objective function will be kept out off the basis.  This will not
necessarily be the best model to predict future behavior, even if it suits the data in the
existing model.

To avoid the problem with too many columns compared to rows, we penalized the
original columns by giving them a big objective function coefficient. In this way the
original columns will only be used to generate new columns, and will never enter the
basis. The basis will thus consist of a selection of d's and generated columns. This is
also desirable because it is the generated columns that constitute the prediction model.

Column combinations. In this paper we have chosen to use simple additive
combinations of two columns.  This will not give us a model as complex as the SSB-
model, but it will be a start to see how the search develop.  A topic for further research
will be to expand the number of columns that can enter into a combination, and also to
have the opportunity to use data from the previous periods (i.e. shifting the column
down before using it for generating a new one). This can be necessary because it will
often be more interesting to compare data with the same quarter previous year, than to
the previous quarter in the same year.

A new column is thus generated by a combination of two of the original columns. All
possible combinations of input (i.e. original) columns are generated, and the best non-
tabu combination selected. Aspiration is by new best, in that if the addition of a
generated column would result in a new best solution, this column would be selected
even if it were tabu. The use of tabu search helps the search to avoid being stuck in
local minima.  This full neighborhood exploration is quite time consuming, but this
might not be a big problem for the generation of a prediction model that is to be
updated once every quarter. A topic for further testing would be to use partial
neighborhood exploration and more advanced candidate list strategies. We would also
like to do a full neighborhood search to ensure that we have found the best new



column every iteration. When deleting a generated column, we chose one column at
random from those which where not defined as tabu.

Tuning of search parameters. A problem when designing local search heuristics is
the determination of good search parameters and mechanisms. Due to the
combinatorial nature of the parameter space, a complete search for optimal search
parameters is prohibitive. We therefore use a simpler approach. Based on prior
experience and preliminary test runs, we decide upon a set of parameter values. Each
parameter is then optimized in sequence, replacing its old value before optimizing the
next variable. This is similar to a simple greedy search paradigm, and usually leads to
satisfactory results (see Hoff et al., 1996).

We chose to start with trying to find out how many iterations are required to reach an
acceptable solution quality. We defined a combination of columns as tabu if this
combination was used in the last 7 added columns and defined the last 3 added
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columns as tabu to be deleted.  These values were chosen somewhat arbitrarily, but
based on our previous experience with TS. The search was run for 500 iterations to
find out when it stabilized. Figure 2 shows the development of the objective function
value for the first 17 iterations of this search. As can be seen, the objective function
value is monotonically non-increasing (i.e. improving). This is quite logical, as new
columns will be added each time, without any columns being deleted. The generated
columns can enter the basis and the objective function value will decrease. What is
more interesting is what happens when we have to delete one column for each column
to add. Figure 3 shows the development when we have reached the maximum amount
of extra columns.

As can be seen, the objective function value is decreasing for about the first 50
iterations. The solution after 50 iterations is about 0,05, which is about 3% of the
objective function value without extra columns, and even though the objective function
value decreases further until about 150 iterations are reached, we chose to use 50
iterations in our further testing on this data set.  This means setting the maximum
number of iterations to be about twice the number of rows.

The next set of parameter values we wanted to determine after establishing the
iteration limit, were to find the best combination of tabu tenures, i.e. the length of the
tabu list, to be used when adding and deleting columns. Alternative tabu tenures were
tried from 0 to 7, and at the same time we checked the tabu tenure for deleting
columns on the same numbers.  Altogether this gave 64 different combinations.
Figure 4 shows the results of this test.

From the figure it is evident that too large tabu tenures gives bad results both in adding
and deleting columns. High tabu tenure values imply that too much of the search
neighborhood will be tabu, and it will be difficult to find new combinations that
improve the result. Low tabu tenure values will on the other hand be more like a
random search where coincidences decide the quality of the solution. We can clearly
see that the best results appear on medium values for deleting columns. It is also a
tendency that the tabu tenure for adding columns gives the best result on the value of
2.  This is obviously dependent on the number of extra columns we use, and the results
indicates that a tabu tenure of about 10% for adding columns, and 20% for deleting
columns should be suitable.  In our example with 17 extra columns, that means 2 for
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adding and 3 for deleting columns.

We also wanted to try a different tabu criterion for adding columns, which we will call
Combination. In this definition only the exact combination of two columns are set
tabu. This tabu criterion is much less restrictive than our previous criterion (called
Column). This also means that we can’t compare the tabu tenure for adding columns
because the resulting non-tabu neighborhood is much bigger. In our previous test
(using Column) we found the best result with a tabu tenure of 2, which means that 4
columns will be set tabu each iteration and that means 16 unavailable combinations. In
the test of Combination we would like to try with tabu tenures up to 50, and compare
the results.  Figure 5 shows the results of this test.

As can be seen from the figure this tabu definition seems not to function properly. The
results are best with the lowest tabu tenure, with worsening results for increasing
values. A comparison between the two definitions of tabu tenure with about the same
number of tabu columns is shown in figure 6. We can see that the Combination
definition is better for the lowest values.  The Column definition however seems to
have the ability to jump from one local minima to another. This is exactly the quality
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we are searching for and we chose to use this definition further. The different behavior
of these two definitions can be explained by the domination of some of the columns in
the search space.  When these columns are set tabu, we have to try other combinations
and then more of the search space is explored.  If only the combinations are set tabu,
the dominating columns will find other columns to combine with, and we are still stuck
in the local minima.

6. Computational results.
Based on the best parameter settings found from the initial tests, we conducted a
search (i.e. model generation) based on the full test data set. We used the observed
data for the years from 1966 to 1991, and left the 4 quarters in 1992 for verification of
our predictions. We also compared our results against the predictions made by the
SSB-model and the results of Karlsen (1996).  With 104 rows in the model we ran the
test for 250 iterations with tabu tenures of 2 and 3 for adding and deleting columns.
The maximum number of generated columns in the model was set to 17.

The best result in this run was found after about 180 iterations, which seems to confirm
that the number of iterations should be about twice the number of rows (or
observations). This best solution then gave us a formula, which was used to predict
values for 1992.  The results are given in figure 7. As can be seen, our predicted results
are much better than Karlsens GA approach. Karlsen did several experiments, and his
best results were given as an average difference of 23,5% from the measured values. If
we compare to the SSB-model, our results are slightly poorer, but not so much as we
could expect at this stage. Our results have an average deviation of 2,5%, while the
SSB-model have 0,9%.  This means that our model gives an acceptable result, even
though it only uses linear combinations of the columns, and does not use data from
previous time periods, while the SSB-model uses variables designed by using specific
problem domain knowledge. We would also like to add that these are the first results,
and that better results might be expected when we refine our methods.
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7. Conclusions
We have developed a prediction model based on the use of column generation guided
by heuristic search in a Goal Programming framework, and have shown that we can
produce a quite good model using no domain specific knowledge and only simple
additive combinations of pairs of columns. This work is still “in progress”, and still
under development. In future work we will try more complex combinations of columns
guided by empirical knowledge of the problem. We hope this can improve our results
and that our results can be even more competitive to the SSB-model.

In contrast to a similar solution made by ANN, we get an explicit model that can be
controlled by the users. This is of great importance with respect to user acceptance of
the generated model. Our method is used without any specific knowledge of the
underlying socio-economic problem, and is thus quite general and should be applicable
to related prediction problems.
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